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Abstract 

A common dilemma in regulation is determining how much trust authorities can place in 

people’s self-reports, especially in regulatory contexts where the incentive to cheat is very high. 

In such contexts, regulators, who are typically risk averse, do not readily confer trust, resulting 

worldwide in excessive requirements when applying for permits, licenses, and the like. Studies 

in behavioral ethics have suggested that asking people to ex-ante pledge to behave ethically 

can reduce their level of dishonesty and noncompliance. However, pledges might also backfire 

by allowing more people to cheat with no real sanctions. Additionally, pledges’ effects have 

only been studied in one-shot decision making, and they may only have a short-term effect that 

could decay in the long run, leading to an overall erosion of trust. We explored the interaction 

of pledges with sanctions and the decay of their effects on people’s honesty by manipulating 

whether pledges were accompanied by sanctions (fines) and testing their impact on sequential, 

repeated ethical decisions. We found that pledges considerably and consistently reduced 

dishonesty, and this effect was not crowded out by the presence of fines. Furthermore, pledges 

seem to exert an effect on most people, including those who are relatively less inclined to 

follow rules and norms. We conclude that pledges could be an effective tool for the behavioral 

regulation of dishonesty, reduce the regulatory burden, and build a more trusting relationship 

between government and the public, even in areas where incentives and opportunities to cheat 

are high.  



	

	

Honesty Pledges for the Behaviorally-based Regulation of Dishonesty 

 

Introduction 

The strength of regulators’ efforts to control human behavior is related to the extent to which 

governments trust their citizens (Moyson, 2017). A common dilemma faces many policy 

makers: Can the public be trusted to provide accurate and honest reports of their actions, 

intentions, and behavior, or should the government invest resources in measures that prevent 

people from behaving dishonestly, often at high procedural costs and posing an increased 

regulatory burden (Anania & Nisticò, 2004; Gilligan, 2018)? Since regulators tend to be risk 

averse, states often prefer not to confer trust upon those regulated and instead do whatever they 

can to prevent risks to the public interest and ensure public safety (e.g., Bews & Rossouw, 

2002; Cohn, Fehr, & Maréchal, 2014). Their mistrust also leads governments to doubt the 

veracity of individuals’ self-reports; this uncertainty is heightened because states cannot infer 

ex-ante the proportion of the population who will exploit the option to self-report fraudulently 

(Feldman, 2018). The end result is often a highly burdensome bureaucratic mechanism 

(recently termed “sludge”) that reduces public risk but hampers growth (Sunstein, 2018).   

One solution to this problem can be found in following the responsive regulation 

paradigm (Ayres & Braithwaite, 1992) and applying findings from research on behavioral 

ethics (e.g., Ayal, Gino, Barkan, & Ariely, 2015). Responsive regulation is dynamic regulatory 

strategy that first relies on trust between regulators and regulatees, followed by an escalation 

to more punitive measures if that trust is abused (Braithwaite & Makkai, 1994). To tackle 

dishonesty under this paradigm, policy makers move beyond the one-size-fits-all command-

and-control policies that typically require costly monitoring and enforcement and identify cases 

in which it could be possible to trust people and use less forceful and less coercive measures 

of ensuring honest and ethical conduct. An important concept is the “enforcement pyramid,” 



	

	

which outlines a careful, stepped-up escalation in means used by enforcers (Ayres & 

Braithwaite, 1992). Focusing first on regulatory means that allow people to feel trustworthy 

and that enable them to engage in voluntary compliance facilitates the formation and growth 

of trust (Feldman, 2018; Möllering, 2006). For example, when an entrepreneur wishes to open 

a new business or when citizens report their annual expenses and income for tax purposes, the 

government does not always have to insist that they provide all relevant materials beforehand; 

it does not always have to scrutinize those documents before approving their applications. In 

some cases, governments may simply ask applicants to testify, in advance, that their reports or 

applications are accurate and honest; then the state can invest more resources in auditing and 

sanctioning afterward. Such ex-ante honesty pledges can clearly reduce the administrative 

burden imposed not only on citizens but also on regulation and licensing authorities (e.g., 

Kucher & Götte, 1998; Torgler, 2003).  

Yet relying on pledges, rather than imposing mandatory checks, raises the risk that 

some people may take advantage of the situation and make false reports to claim higher benefits 

for themselves (Feld & Frey, 2018). Recent research on unethical behavior has shown that 

indeed many people would cheat if given the opportunity (e.g., Gerlach, Teodorescu, & 

Hertwig, 2019; Jacobsen, Fosgaard, & Pascual-Ezama, 2018) and that this cheating results in 

excessive damage to the social fabric of society (Gächter, & Schulz, 2016). However, some 

studies have suggested that making the ethical requirement more salient could reduce the 

likelihood that people will behave dishonestly (Bazerman & Gino, 2012). Namely, it was found 

that participants claimed less unwarranted rewards in a laboratory task if the signature on the 

form used to claim the rewards was placed on the top instead of the bottom of the form. Shu et 

al (2012) found that signing at the top of a form increased the frequency of ethicality-related 

words in a word-completion task, suggesting participants who were asked to sign in advance 

had more moral concepts activated in their minds. Applying this “signing-at-the-beginning” 



	

	

design to car insurance application forms in one company resulted in claimants reporting, in 

their renewal application, a higher annual mileage (which results in higher premiums and thus 

is considered more honest; Shu, Mazar, Gino, Ariely, & Bazerman, 2012).  

However, the notion that signing reduces unethicality by invoking moral values lacks 

additional empirical support. First, a more recent study failed to replicate the findings in a 

laboratory experiment (Kristal et al., 2020) and concluded that merely changing the position of 

a signature on a form (from bottom to top) does not, in itself, reduce dishonesty. Furthermore, 

the idea for the “signing-at-the-beginning” intervention relied also on a previous study by 

Mazar, Amir, and Ariely (2008), which claimed that asking people to recall the Ten 

Commandments reduced cheating in a similar laboratory task. However, a meta-analysis of a 

large registered replication project of this experiment, done by 19 different labs worldwide, 

showed disconfirming results: in none of the cases did this type of moral reminder reduce 

cheating significantly, and it actually increased cheating in one case (Verschuere et al., 2018).  

Pledging to behave honestly is a more heavy-handed intervention than moving the 

position of the signature on the form or reciting the Ten Commandments, but the research on 

pledges’ effectiveness on reducing unethicality has been mixed and incomplete. Some research 

has suggested that pledges are either ineffective or even counterproductive. For example, Steen 

and Rutgers (2011) proposed that using an oath to enhance public service motivation might 

increase unethical behavior in the workplace. Additionally, pledges might, in some contexts, 

actually signal to people the possibility of behaving dishonestly without raising the price for 

doing so (Tyran & Feld, 2006). Indeed, one recent study found that students who were asked 

to sign a commitment form before starting their exam actually increased their rate of cheating, 

measured by their propensity to give incorrect answers that were identical to those of their 

neighbors (Cagala, Glogowsky, & Rincke, 2019).  



	

	

Yet, in other, mostly experimental, studies, honesty pledges have been used effectively 

to reduce dishonesty. Beck et al., (2018) used the “die under a cup” paradigm, in which 

participants roll a die secretly to determine their payment for completing the experiment (e.g., 

Shalvi, Eldar, & Bereby-Meyer, 2012). They found that dishonest reporting decreased 

considerably when participants had to pledge in advance that the information they would 

provide regarding their performance during the experiment would be in line with the principle 

of honesty and that they would not lie to enrich themselves. Similarly, Jacquemet, James, 

Luchini, Murphy, and Shogren (2019) had participants sign a pledge and then play a sender–

receiver game (Erat & Gneezy, 2012) with different payoff schemes. They found that the 

pledge reduced the participants’ lying, and the effect was significant when instructions not to 

lie were made explicit. Other studies also showed that ex-ante pledges can reduce biased 

responses to surveys (Carlsson et al., 2013; Kemper et al., 2016). Lastly, honesty oaths were 

sometimes effective for gaining a higher compliance rate in tax reporting (Jacquemet 2019) 

and within the courtroom setting (Clark 2003). Some insurance companies also include a 

contractual provision allowing the insurer to examine the insured under oath regarding property 

claims (Knoll & Arthur 1994).  

Thus, it appears that pledges could be a useful tool for regulators in their attempts to 

balance regulatory efficiency and the ease of doing business with the need to protect the public 

interest from unethical behaviors. However, the previous studies had some important 

limitations that prevent the direct generalization from their findings to common regulatory 

settings. First, all previous studies explored pledges in settings where participants could not be 

caught cheating, and no sanctions were implied for false pledges. Furthermore, all studies 

focused on one-shot single decisions and neglected to consider what happens to the effect of 

pledges in the long run. Thus, before we can argue for or against the use of pledges in 

regulation, it is critical to ascertain how, when, why, and to what extent pledges would prevent 



	

	

dishonest behavior, as well as to understand under which conditions pledges might be 

counterproductive and should thus be avoided. Clearly, the studies conducted to date do not 

yet allow us to answer these important questions.   

Studying the effects of pledges would provide insights not only about how to design 

them in ways to maximize their efficacy but would also help determine in which conditions 

pledges would be most effective, so that they could achieve their ultimate aim: to contribute to 

building trust between generally normative people and their government. Potentially, we could 

then create a situation in which the regulatory burden on “good” people could be lessened 

without a heavy reliance on tedious bureaucratic mechanisms that reduce intrinsic compliance 

motivation (Bowles & Polania-Reyes, 2012)—while not jeopardizing public safety and 

enabling the building of mutual trust (e.g., Hardin, 2002). In the words of President Theodore 

Roosevelt's, regulators could then "speak softly and carry a big stick”, and may go far.    

 

The Current Research 

Our study focused on three main research questions that are both theoretically novel and 

significant, as well as practically important and with implications for policy. First, we 

empirically test and determine the effectiveness of pledges in reducing dishonesty compared 

to traditional measures of preventing dishonesty such as fines. Even those who believe that 

many people can be trusted to abide by their pledges recognize the need to maintain some 

monitoring mechanisms, with penalties for transgressions. Thus, it is crucial to understand the 

interaction between pledges and sanctions. The current research on sanctions provides evidence 

for two competing types of interaction effects: crowding-out and crowding-in (Bowles & 

Polania-Reyes, 2012). The most common finding is that sanctions, especially if they are not 

strong enough, can undermine compliance by crowding out intrinsic prosocial motivations 

without providing a strong enough external incentive to comply (Tenbrunsel & Messick, 1999). 



	

	

In contrast, other studies suggest that, in some contexts, incentives such as monetary rewards 

increase voluntary compliance and prosocial behavior (e.g., Galbiati & Vertova, 2014). To 

date, studies on crowding-out have focused on altruism—participants in public good 

experiments helping others and giving charitable donations—and less on honesty. Studying the 

joint effect of incentives and pledges on honesty is hence an important step toward 

understanding how pledges operate in the real world.   

The second focus of the current research is whether and how the effectiveness of 

pledges decays over time. To date, studies on the effectiveness of pledges have only examined 

their effects on a subsequent, single behavior. However, in many situations there are repeated 

opportunities to cheat, and those opportunities are in play for a considerable period of time, 

while the effect of the pledge might fade away or decay. Understanding the time frame of the 

effect of pledges on ethical behavior is crucial to understanding the nature of their effect both 

theoretically and from a prescriptive point of view of when pledges should be used.  

Lastly, pledges may be effective only for certain people, because there could be 

significant heterogeneity in at least two important types of relevant individual differences. 

First, pledges might only affect those who cheat to a relatively small extent, because the 

marginal gain they could obtain from cheating would be small. In contrast, if a person wishes 

to increase gains by cheating to a large (or maximal) degree, pledging honesty beforehand may 

not have a substantial effect. Second, some people are, a priori, more willing than others to 

follow rules, guidelines, and regulations (e.g., Lewis et al 2009). If pledges were found to affect 

only those who are already relatively compliant, their merits as policy instruments might be 

moot. To summarize, our study extends previous findings and explores how much honesty 

pledges could reduce dishonesty (a) compared to fines, (b) over time, and (c) among different 

types of people.  

 



	

	

Method 

Participants. We sampled 1,195 participants from Prolific Academic (http://prolific.ac), an 

online recruitment platform that has been shown to produce high-quality responses (e.g., Peer 

et al., 2017). We excluded 37 participants whose IP address appeared twice. The final sample 

included 1,158 participants with 54% female. Their age ranged from 18 to 86, with a mean of 

34 (SD = 12.3). Participants received 0.50 GBP as base payment plus a bonus based on their 

performance in the study. 

Design and Procedure. Participants were invited to a study about “problem solving” and were 

first given instructions about the main task they would perform: an online version of the 

matrices task (Mazar et al., 2008). In this task, participants are presented with a 4 x 3 table of 

12 numbers, each with two decimal digits (e.g., 4.52); they have to find two numbers that, 

when added together, result in exactly 10 (e.g., 4.52 and 5.48). In the original paper version, 

participants receive 20 matrices on one sheet of paper and are given 5 minutes to solve as many 

problems as they can. In the online version that we created, each problem is displayed 

separately on a webpage with a timer of 20 seconds and two option buttons: “Found it” or 

“No.” The option for “No” is preselected by default unless the participant changes it to “Found 

it” before 20 seconds elapse (see Figure 1). After 20 seconds, the page advances to the next 

problem. Before beginning the task, participants first read a short explanation on how to solve 

the matrix problem (find the two numbers that add up to 10) and are asked to summarize those 

instructions in their own words before proceeding. Then, participants are given a practice 

problem with 20 seconds to solve it (Figure 1). After 20 seconds, participants are shown a page 

in which they are asked to fill in the two solution numbers (e.g., 3.42 and 6.58). In the practice 

problem, these numbers are pre-filled to show participants the correct solution.  

 

 



	

	

Figure 1. Example of matrix problem used in the online study. 

 

Participants were assigned to either the “Standard track” or the “Fast track”. In the 

“Standard track”, which served as the control condition, participants were asked to report, after 

each matrix problem, the two numbers that formed the solution (i.e., added up to 10 exactly) 

and received a bonus only for problems to which they provided the correct solution. In contrast, 

participants in the “Fast track” were asked to self-report whether they found the solution or 

not, with the warning that they might be asked to provide the solution numbers at a 10% 

probability across problems. The “Fast track” participants were randomly assigned to three 

pledges conditions: (1) no pledge, (2) pledge once (only before starting the task), or (3) pledge 

repeat (before the task plus a reminder in the middle of the task). Each of these three groups 

was given a different description of the fine to be administered if a problem were to be audited 

and the participant failed to provide a solution: (1) no fine (only lose the bonus given for that 

problem), (2) full fine (lose all the bonuses from all the problems), and (3) fine repeat (like the 

“full fine” condition plus a reminder in the middle of the task). In total, together with the control 

condition, the study included 10 conditions. 

Participants were given 15 problems to solve, 4 of which had no actual solution. We 

included these problems to be able to verify that the differences found in cheating between the 

groups were indeed a result of participants saying they found a solution when they did not or 

could not. These problems were presented as the 4th, 5th, 12th and 13th in order. The order of the 



	

	

other (solvable) problems was pre-randomized. The reminder (of the pledge, the fine, or both) 

was always shown with the 9th problem.  

After completing the task, participants were asked a series of follow-up questions. 

These included rating how difficult they found the task, whether they would take the study 

again in the future and recommend it to others, how fair they thought the study was, how 

confident they were in their answers, whether they put real effort in solving the problems, 

whether they tried to respond honestly, and whether they believed their responses would be 

found to be satisfactory: all were answered according to a scale from 1 (totally disagree) to 5 

(totally agree). After answering those questions, participants were asked which track they 

would have chosen, if they had been given the opportunity to do so, on a scale from 1 (definitely 

prefer the standard track), through 3 (not sure what I prefer), to 5 (definitely prefer the fast 

track). Participants were also asked a question that checked whether they correctly recalled the 

fine for incorrect answers according to their condition. About 85% of the participants recalled 

the fine correctly, with no statistically significant differences in recall rates between conditions: 

x2(3) = 6.48, p > 0.1. Lastly, participants completed demographic questions about their age, 

gender, income, education, and work status.  

Lawfulness Measure in a Follow-Up Study. About 10–15 days after the study was 

completed, we sent invitations to all the participants to come back and complete another survey, 

for an additional payment of 0.5 GBP and a potential bonus of up to an additional 0.5 GBP. Of 

the 1,156 in the original sample (excluding repeating IDs), 1,039 participants (89.9%) 

completed the follow-up study. The distribution of returning participants was not statistically 

different between conditions— x2(9) = 15.76, p = 0.07—and there was no significant effect of 

the fine or the pledge types on return rates (p > .2). We asked participants to complete several 

questionnaires used in earlier research to measure the tendency to follow rules: Rule 

Orientation scale (Fine et al., 2016; 12 items, Cronbach’s alpha = 0.921), Perceived Obligation 



	

	

to Obey the Law (POOL, Tyler, 2006; 6 items, Cronbach’s alpha = 0.827), General 

Neutralization Acceptance scale (Esbensen and Osgood, 1999); 9 items, Cronbach’s alpha = 

0.822), and Mechanisms of Moral Disengagement (Moore et al., 2012; 8 items, Cronbach’s 

alpha = 0.777). Participants also read four scenarios (from Fine et al., 2016) describing 

situations with temptations for unethical consumption (e.g., buy an iPad on the black market, 

download a software program illegally). Three of the scenarios showed adequate reliability 

(Cronbach’s alpha = 0.762), but the last one, which was about stealing a snack from a store, 

showed low correlation with the others (due to a floor effect; M = 1.61, SD = 1.34), and we 

thus omitted it from further analyses. We computed average composite scores for each of these 

four scales and for the three scenarios. We expected the POOL scale to show a negative 

correlation with the others, because it measures when one should obey the law, whereas the 

others measure when might it be okay to violate the law. However, it was actually positively 

correlated with all others, and thus we decided to focus on the other scales as our individual 

differences measure. We computed an overall “lawfulness” score as the sum of the four scales 

(excluding POOL) and the scenarios’ mean scores. Lawfulness ranged from 4–20, with an 

approximately normal distribution (skewness = -0.12) that had a mean of 11.48 (SD = 2.98) 

and median of 11.63.  

Results 

Overall Cheating. We computed a total score of problems solved as the proportion of 

problems reported as solved in the “fast track” conditions, and the proportion of problems 

actually solved in the “standard track” condition. As Figure 2 shows, the proportion of 

problems solved was lowest in the control (standard track) condition (M=28.17%, SD=18.35) 

and highest in the fast track condition that had no pledge and no fine (M=59.77%, 

SD=25.41), suggesting that participants in the latter condition cheated (over-reported) about 

twice as much. An ANOVA on the total score with the pledge and fine as the independent 



	

	

variables (excluding the standard track condition) showed a statistically significant effect for 

the pledge and the condition—F (2, 1034) = 19.92, 20.43, respectively—p < .001, but no 

interaction, F (4, 917) = 0.61, p = 0.66. As can be seen in Figure 2, a full fine reduced 

reported performance, when no pledge was requested, from 59.77% in the no-pledge no-fine 

condition to 47.7% (SD=23.5) in the no-pledge full-fine condition; on average, this was a 12-

percentage point decrease, which is about a 20% decrease in proportion. Repeating the 

information about the fine kept the performance rate at a similar level (47.03%, SD=24.98). 

Asking for a pledge, when there was no fine, reduced reported performance in a similar 

degree to 48.89% (SD=24.11). If the pledge was repeated, and still no fine was present, 

reported performance decreased even more to a rate of 45.81% (SD=24.58). When both a fine 

and a pledge were present, the performance rate was lowest at 37.92% (SD=21.25), which is 

about a 20 percentage-point decrease, or about a one-third decrease in proportion, compared 

to the condition that included no pledge and no fine. Table 1 details the relevant statistics for 

all conditions.  

Figure 2. Percentage of problems reported between conditions 

 

Note: Percentage of problems reported as solved in the fast track conditions, and percentage of 

problems actually solved correctly in the standard track; error bars indicate 95% CI.  



	

	

 

Table 1. Proportion of reported performance between pledge and fine conditions, in 

descending order of means (cheating ratio is the proportional difference of mean cheating 

compared to the standard track)  

Pledge Fine N Mean SD Median Cheating 

ratio* 

No No 94 59.86 25.68 53.33 200% 

Once No 98 49.32 24.53 46.67 165% 

No Full 107 48.54 22.94 46.67 162% 

Repeat No 95 48.21 25.40 46.67 161% 

No Repeat 115 47.77 25.71 46.67 160% 

Once Repeat 108 39.69 21.25 33.33 133% 

Repeat Repeat 94 38.79 22.29 40.00 130% 

Once Full 91 38.10 20.78 40.00 127% 

Repeat Full 99 37.24 21.90 33.33 125% 

Standard track (control) 93 29.89 17.87 33.33  

* Compared to the standard track (control) condition.  

 

Robustness Check: Unsolvable Problems. As mentioned earlier, 4 of the 15 problems were 

unsolvable: no pair of numbers could be added to reach exactly 10, as instructed. We 

examined the percent of participants reporting solving these problems separately from the 

other problems as a kind of robustness check for the overall cheating findings. We computed 

a proportion score of problems reported as solved across all four of these problems between 

the conditions: Figure 3 shows the differences in means between them. As can be seen, 

cheating was highest when there was no fine or pledge (M=0.45, SD=0.39); adding a full fine 

reduced it by 0.17 (M=0.28, SD=0.32). Adding a pledge, without a fine, reduced cheating 

slightly more by 0.19 (M=0.26, SD=0.33). Repeating the pledge (still without the fine) 

reduced cheating a little more to M=0.23 (SD=0.3). When a pledge was taken ex-ante, adding 

a fine (without a reminder) had a marginal effect of reducing cheating to M=0.15 (SD=0.24) 



	

	

or to M=0.19 (SD=0.27) with a reminder. When the pledge had a reminder, adding a fine 

reduced cheating to M=0.19 (SD=0.27, with or without a reminder). The overall main effect 

of the pledge and the fine was statistically significant, F (2, 1034) = 21.6, 11.91, respectively, 

p < .01, but the interaction was not statistically significant, F (4, 1034) = 1.92, p = 0.1. Again, 

it appears that a pledge reduced cheating significantly and considerably, even compared to a 

fine, and the effect of the fine was considerably diminished in the presence of a pledge.  

Cheating over Time. To explore variations in cheating rates over the sequence of problems, 

we computed a measure of “over-report” that shows the mean difference between the percent 

of participants reporting the problem as solved in each condition and the actual percent of 

participants who correctly solved each problem. Figure 4 shows the variation of this mean 

difference between the conditions of the pledge. As can be seen, there was a consistently 

similar reduction in the cheating gap when the pledge was taken ex-ante, compared to the no-

pledge condition. The reminder at problem 9 seems to have had a small marginal effect, 

which we explore next.  

Figure 3. Proportion of unsolvable problems reported as solved  

 



	

	

Figure 4. Mean over-report (difference compared to actual rate of correct solutions) with or 

without a pledge across the 15 problems  

 

 

Reminder Effect. As recalled, in the “pledge repeat” and in the “fine repeat” conditions, a 

message appeared on the screen when the participants reached the ninth problem reminding 

them of their pledge and/or of the fine for incorrect responses. We examined the effect of this 

reminder by first computing a difference score of the average performance on problems 10 to 

15 versus problems 1 through 8, and compared these averages between all fast track 

conditions (we excluded problem 9 to rule out the temporary effects of a loss of attention 

caused by the onscreen message). Figure 5 shows the mean difference in reported 

performance between the conditions. As can be seen, the only case in which average 

performance dropped after the reminder was given was when the reminder included both the 

pledge and the fine (M=-0.10, SD = 0.24).  We found a statistically significant interaction 

between the pledge and fine conditions on the mean difference, F (4, 1034) = 5.19, p < .001.   

 



	

	

Figure 5. Difference in mean problems solved after vs. before a reminder, between conditions 

(error bars show 95% CI)  

 

 

Subsequent Ratings. We found that the fine had a main effect on participants’ assessments, 

obtained after performing the task, that they had (1) “put real effort” in their responses and 

(2) they “tried to respond honestly.” In both ratings, participants in the fine conditions (with 

or without a reminder) showed higher means, F (2, 672) = 3.85, 3.86, respectively, p = 0.02. 

We found no effect for the pledge or the interaction on these or the other ratings. Regarding 

fast track participants’ preferences, we found that participants who conducted the study 

without the threat of a fine showed a significantly higher preference for being in the fast track 

in a future study, F (3, 1148) = 31.51, p < .01. There was no effect for the pledge, F (2, 1148) 

= 0.09, p = 0.91, or the interaction, F (4, 1148) = 0.92, p = 0.45.  

Lawfulness Interaction. As detailed earlier, in a follow-up study we had participants 

complete several scales that measured their tendency to follow or obey rules; we then 

aggregated these scores to a composite variable we termed “lawfulness” and used the 



	

	

Johnson-Neyman technique to estimate the effect of the pledge at different levels of 

lawfulness. This technique uses a bootstrapping method to identify the range of values on the 

moderating variable (lawfulness) in which the effect of the independent variable (pledge) on 

the dependent variable (overall cheating) is statistically significant (p < .05). For the purposes 

of this analysis, we merged the conditions of the pledge with or without a reminder to one 

condition to create a binary variable of 0 (no pledge) and 1 (with pledge). As can be seen in 

Figure 6, we found that the pledge had a significant effect starting from the value of 6.78 on 

the lawfulness scale and above, which describes about 90% of our sample.  

 

Figure 6. Slope (effect) of the pledge on increasing degrees of lawfulness (blue area shows 

effect significant at the .05 level).  

 

 

Cheating Extent. Finally, we examined whether the pledge and/or the fine affected 

participants who cheated to a large extent and claimed a very high score in their report. 

Figure 7 shows the percent of participants, in each condition, according to the percent of 



	

	

problems they reported as correct. As can be seen, and consistent with previously reported 

results, the mean in the control group (colored white) was the lowest, whereas the mean in 

the self-report group (colored lightest gray) was the highest. Accordingly, the distribution of 

reports in the conditions that included the pledge, fine, or both was lower (we analyzed this 

question regardless of whether the condition included a reminder). Most relevant, the 

percentage of “high extent cheater” (defined as 75% or higher) was largest among the self-

report group (32.2%) and was considerably smaller when there was a pledge (13%) or a fine 

(13.2%); it was the smallest when there were both a pledge and a fine (5.4%). These 

differences were statistically significant—x2 (4) = 85.56, p < .001—and also remained 

significant and similar when the threshold for “high extent cheater” was defined anywhere 

between 60%– 90%. This suggests that the effects of the pledge and/or the fine were evident 

among participants who exhibited high degrees of cheating.  

 

Figure 7. Distribution of percent of problems reports as solved between the conditions.  

 



	

	

Discussion 

We found that an ex-ante pledge can reduce dishonesty significantly, considerably, and even 

when compared to a (maximally possible) fine. In addition, the effect of the pledge did not 

seem to decay over the (relatively short) period of time we examined in this study. Reminding 

participants about their pledge in the middle of the time interval did not add to the reduction in 

cheating. The effect of the pledge seems not to be restricted to the highly lawful or obedient 

participants, as measured by the lawfulness scales used in the follow-up study. Moreover, this 

effect was also evident when specifically examining those who cheated to a larger extent than 

others. In the following, we discuss in more detail the theoretical and applied importance of 

each of these findings, as well as the long-term vision of using pledges in regulation policy.   

Expanding the Usage of Pledges  

The use of pledges in various legal and organizational contexts is on the rise, but the evidence 

on their efficacy across important dimensions is still scarce. Because we are interested in 

understanding how pledges could be used to replace or complement more restrictive command-

and-control regulatory means, we focus on how honesty pledges can actually be used as a 

meaningful regulatory tool, even in traditional regulatory contexts. In many of the contexts 

where pledges were studied, they were used merely as a ceremonial oath that was supposed to 

demonstrate a general commitment to ethics (for a review, see, for example, de Bruin, 2016), 

but not to supplement or replace existing regulatory tools. However, the findings reported in 

this article derive from pledges that became a regulatory tool for areas in which regulatory 

supervision was usually required. This difference is very important, because it opens up the 

possibility for regulators to be able to use pledges as a legitimate policy instrument to replace 

existing regulatory means. To use pledges in this manner, we need to know with far greater 

certainty how they work, for how long they are active, and how they interact with other 

regulatory tools.  



	

	

Our study addresses several critical factors that could increase the utility of behavioral-

based interventions in challenging regulatory contexts. The first factor is the ability of pledges 

to work side by side with fines, despite theories of crowding-out, which suggest that fines might 

undermine the influence of the individual’s moral values on behavior, as discussed earlier 

(Atiq, 2013; Feldman & Perez, 2012; Rode, Gómez-Baggethun, & Krause, 2015). In our study, 

we used the maximal fine possible (elimination of all potential bonuses) and found no evidence 

for crowding out. However, in some cases fines could be larger, and other, more severe, 

sanctions (legal or administrative ones) may be used. We could not test such severe cases in 

our study, and additional studies could and should expand these findings to test whether and 

when could severe sanctions crowd-out the effect of a pledge. Nevertheless, our findings still 

provide useful conclusions, because the aim of responsive regulation is not to avoid the use of 

fines altogether, but rather to enhance the ability of regulators to use the optimal level of 

strictness relative to the likelihood of people’s cooperation with certain regulatory 

interventions (e.g. Mascini & Wijk, 2009). The main limitation of many behaviorally informed 

regulatory means is the lack of certainty associated with them (Black & Baldwin, 2010). In 

other words, the fact that regulators cannot know in advance how many people will adhere to 

their interventions forces them to resort to the lowest common denominator (i.e., assume the 

worse about people) in the early stages, not giving softer regulatory means a chance (Cooter, 

1998). The findings of the current study that suggest that fines and pledges could work together 

are therefore highly important to the ability to use these regulatory means in tandem, thereby 

enabling the use of pledges even in areas where regulators find some monitoring to be essential.  

Durability of the Effect of Pledges 

Our study is the first, that we are aware of, to test the effect of pledges over time and in 

sequential tasks, and not only in one-shot decisions. We found that the effect of pledges do not 

decay considerably over time and that reminding participants about their pledge half-way had 



	

	

no marginal contribution to their overall effect. This finding is especially encouraging in light 

of the classic argument about ethical numbing (e.g., Ayal et al., 2015). Nonetheless, in our 

studies, we did not see an overall decay in the effect of pledges, as some might predict based 

on the research on ethical awareness (VanSandt, Sheppard, & Zappe, 2006). However, more 

studies are needed to better understand if and how the effect of pledges might decay over longer 

periods of time, as they could occur in real-life settings. Future research should also examine 

what happens when there are time intervals between when pledge is taken, and when the 

specific behavior that needs to be regulated actually occurs.  

Pledges and Heterogeneity  

Our study had some surprising findings. We predicted that a pledge, as a tool that increases 

awareness to the morality of honesty, would be more effective with people who had a stronger 

personal commitment to morality and ethics. Such interaction might have created a mismatch 

between the type of people that the state is interested in targeting with these new behavioral 

methods (i.e., people who have low personal morality and whose likelihood of dishonesty is 

higher) and the type of people whose personal commitment to behave ethically is more likely 

to have an impact on them (i.e., people who have high personal morality and would not have 

lied even without the pledge; Feldman & Smith 2014). Instead, we found that the effect of 

pledges was in fact significant across individual differences in tendency to follow rules and 

instructions, as well as between people who chose to cheat to small vs. larger extents. The 

results of our study suggest that regulators’ fear that people will cheat when given the 

opportunity to do so—which may justify their lower levels of trust in people in certain 

situations—is unfounded. Future research should focus on exploring additional individual 

differences.  

Trust and Beyond Compliance 



	

	

Perhaps the most important factor to discuss when analyzing the efficacy of pledges is the 

broader impact of their widespread use on the interaction between the state and regulatees; that 

is, after regulators are satisfied by the efficacy of pledges across the factors measured in this 

study (equal efficacy as fines, durability, lack of crowding-out, and ability to deal with 

heterogeneous populations). The ability of regulatory interventions to enhance trust is one of 

the most important goals of modern regulatory theory. When analyzing the pros and cons of 

using means such as pledges, we need to understand that the analysis should not be limited to 

comparing their short-term consequences but should also examine their ability to foster trust: 

when people feel themselves trusted by the government, they may then reciprocate by behaving 

in a more trustworthy manner (Hardin & Offe ,1999; Murphy, 2008). 

Since trust is so important for voluntary compliance (Murphy 2004), adopting 

regulatory means that are likely to lead to greater trust in the long term should be preferred 

over similar regulatory instruments that do not enhance trust, even if mean from the first kind, 

yield less compliance in the short run. The classic study of Braithwaite and Makkai (1994) on 

the regulation of Australian nursing homes demonstrates the contribution of instruments that 

make people feel trusted (as pledges could do, if they are designed properly)- their usage leads 

to the development of goodwill among regulatees as they learn to be more cooperative with 

authorities.  

In many cases, regulators are interested not just in making sure that people merely 

comply by doing the bare minimum needed to avoid penalties but also want them to engage in 

what has been called “beyond compliance” (Gunningham, Kagan, & Thornton, 2004).  Beyond 

compliance refers to the activities that regulatees perform above and beyond what is expected 

of them by a strict interpretation of the law or regulation. Since in most contexts (e.g., when 

compliance is not a dichotomous behavior) beyond compliance is seen as a desirable type of 

behavior, the advantages of governance by pledges rather than by fines seems to be clear 



	

	

(Cooter, 2000). Additionally, the comparison of instruments will need to take account of 

additional positive externalities of pledges that are missing from the current discussion. Even 

if fines are a bit more effective, they create direct and indirect costs stemming both from their 

administration and their long-term harmful effects on the societal level of trust and intrinsic 

motivation for the general populace to engage in compliance and beyond compliance practices.  

Important questions remain about the usage and effectiveness of pledges that need to 

be answered before they can relied upon more widely. First and foremost, there is a need for 

studies to continue and replicate the effect of pledges. The replication failure of the signing-at-

the-top manipulation (Kristal et al., 2020) carries important implications for behaviorally 

driven policy making. Changing the placement of the signature is a common-sense-based 

approach, where the effect seems highly intuitive and easy to implement, which is why policy 

makers were so fast to accept such a costless change in how forms are designed (John, 2018). 

Changing public policy based on experimental findings needs to be done with caution and 

humility. For example, it is important to understand how pledges—which in our studies were 

done with regard to verifiable activities—would work with regard to activities whose post hoc 

verification is either costly or prohibitive (Gneezy, Kajackaite, & Sobel, 2018). Future studies 

should be designed in such a way that individuals clearly understand where the line between 

compliance and noncompliance is drawn; tested assignments need to make it very clear what 

would constitute cheating. In reality, however, compliance decisions are far more ambiguous.  

Therefore, the challenge of a well-executed pledge is to disambiguate, both 

descriptively and normatively, the obligations that people take upon themselves when making 

said pledge. The design of pledge texts should account for the potential negative contribution 

of ambiguity to ethical behavior by clarifying to people what is the ethical thing to do in a given 

context.  Behavioral ethics tells us that many people engage in self-serving interpretations of 

both reality and the legal ordinance of a given situation (Dana, Weber, & Kuang, 2007; 



	

	

Tenbrunsel et al., 2010), feeling that what they have done could account for compliance, even 

when in reality or according the legal framework, it does not (Feldman & Teichman, 2011). 

Our paper proposes that ex-ante pledges could help circumvent these behavioral pitfalls and 

ensure that most people would behave in a more ethical manner, thus contributing more to the 

society’s welfare, and fostering trust between governments and their public.  
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